[image: image1.png]‘s . ‘Wayne State University - Eastem Michigan University
2006 E-MELD Workshop on Digital Language Documentation

Tools and Standards:
The State of the Art

June 20-22, in conjunction with the 2006 LSA Summer Meeting





ENDANGERED LANGUAGES IN UNICODE, SOFTWARE, FONTS, AND KEYBOARDS

By

Deborah Anderson
Paper presented at

2006 E-MELD Workshop on Digital Language Documentation

Lansing, MI.

June 20-22, 2006

Please cite this paper as:
Anderson, D. (2006), Endangered Languages in Unicode, Software, Fonts, and Keyboards, in ‘Proceedings of the EMELD’06 Workshop on Digital Language Documentation:  Tools and Standards: The State of the Art’.  Lansing, MI.  June 20-22, 2006.

Endangered Languages in Unicode, Software, Fonts, and Keyboards
by 

Deborah Anderson, Script Encoding Initiative, Department of Linguistics, UC Berkeley
One goal for linguists working with endangered languages is to capture the details of the language under study. A second key component should be to ensure that the language data are preserved in a stable, archivable format. Relying on standards and best practices, particularly those set forth in E-MELD’s School of Best Practices, will ensure that recordings and texts will survive through time.

For text representations, the best way to store text data is using the international character encoding standard Unicode (and ISO/IEC 10646). There are, however, a number of practical issues that may elude the linguist, who may not have given much thought of how to get text properly represented in a standardized form and how to make it accessible with fonts and keyboards. This talk will outline the full range of steps involved in making endangered language text available on the computer. I will draw on my own experience as head of the Script Encoding Initiative project at UC Berkeley, which raises funds for Unicode proposal projects and advises groups on Unicode proposals.
Step 1: Identify the characters used in the language (with Unicode codepoints), circulate this list for comment, and post a plain text version on a publicly accessible website. If not all characters are in Unicode, propose them for inclusion into the Unicode Standard.

The first step is to create a plain text list of all the characters used in a language – including numbers and marks of punctuation – and assign the appropriate Unicode codepoint to each character, consulting the Unicode Standard. The list should provide a sample glyph (as an image if not in a Unicode font), the name, and the Unicode codepoint. Confer with other users on these assignments, both members of the user community as well as others who may have an electronic or print version of the language. It is also highly advisable to post this list of the characters on a publicly available website, to aid font developers, script experts, and script users. 

Finding the Appropriate Unicode Characters

To make sure the characters are in Unicode, check the Unicode Consortium website, both the code charts and the “pipeline” of proposed characters.
 When consulting the code charts, it is important to realize that the glyphs in the charts are only representative. The names list, which accompanies each code chart, should also be consulted, though note that the annotations which appear after the bullet in the names list are not intended to list all the languages using a given character. Also, review the script information contained in the relevant chapters in The Unicode Standard.
 For example, for Latin-based orthographies, section  7.1 is relevant (and, in the forthcoming Unicode 5.0 publication, sections 7.8 and 7.9 should be consulted). 
There are often questions about which Unicode character is the most appropriate, especially in cases where a number of similar-looking characters exist. Linguists should check the guidelines in Unicode Technical Note #19 for pointers on selecting the best character.
 Other questions can be directed to members of the Unicode Technical Committee or to the Script Encoding Initiative, which works closely with the UTC.

Note: Unicode 5.0 will appear later in 2006 with many new characters that aren’t in the Unicode 4.0 book or on the code charts currently posted on the Web. To see a preview of the new characters, see the 5.0 Beta version links on the Unicode website
  and check the Unicode website periodically for updates. 
Languages Without an Orthography

For languages that do not yet have an orthography, linguists should review Unicode Technical Note #19.
 The goal of this note is to inform linguists and user communities of issues involved in devising an orthography that will be easily accessible on today’s computers. For example, orthographies that include a new character that is not in Unicode will impede easy accessibility to texts in that language for several years, because the standards process takes 2-5 years (assuming the character is approved). 
Proposing Characters

If a character (or an entire script) is not in Unicode, propose the characters, check first to be sure it is eligible to be encoded and, if so, whether it has already been proposed.
 
TIP: If characters need to be proposed, apply for funding for the proposal to be written and reviewed by members of the user community and Unicode experts, and to conduct research as needed. Contact with the user community might involve travel, so these costs should also be factored in. Using a veteran Unicode proposal author can speed up the proposal process significantly, as he/she is well-versed in the types of evidence needed to persuade the standards committees. (The Script Encoding Initiative at UC Berkeley can recommend a script proposal author, act as a reviewer, and provide guidance on preparing proposals.)
TIP: Allow sufficient time for preparing the proposal and getting it reviewed by the user community. Often significant research – lasting several months or longer –  is needed to find examples of the characters and to provide details on the characters’ use. 
Once proposed, all script (/character) proposals must be approved by: (a) the Unicode Technical Committee, which meets quarterly, typically in the SF Bay Area, and (b) the International Organization for Standardization (ISO) working group on character sets (officially JTC 1/ SC2 /WG2). A proposal may be submitted from any individual, but it will be stronger if it has a member of the committee actively supporting it. (Note: UC Berkeley is a voting member of the UTC, and now has liaison membership in ISO WG2. Its representative, the author of this paper, is keenly interested in ensuring that endangered languages are represented in Unicode.)
Step 2: Send in locale data to Common Locale Data Repository (CLDR) project
“Locales” are local conventions used in software, such as information on what currency, date, or time formats are used in various languages and countries. Such data is used to create user-interfaces, such as when filling out a form, or displaying local dates or time. Locale data also is used in determining the sorting order (i.e., German, Swedish, and English sort their letters differently). The Common Locale Data Repository, hosted by the Unicode Consortium, is a project that makes locale data publicly available for software developers and others.
 However, information on many languages, particularly smaller minority languages, is not yet included. By entering information on these languages, data will be more widely available for operating systems and application program development.

New users should send data in via the CLDR Bug Reports page.

TIP: Involve a member of the user community to help inputting locale data. If there are difficulties in submitting data (or if you have suggestions on how to improve the user interface), contact the CLDR team.
Step 3: Create a font

Once a script has advanced in the approval process (i.e., approved by the UTC and at Stage 6 in the Unicode Pipeline table
), work can begin on a font with a reasonable expectation that the codepoints won’t change. 
It is highly recommended to have font development done by someone familiar both with a given script and computer typography. This is especially true for complex scripts, i.e., those scripts which have bidirectional issues, complex ligatures, or context-based glyph substitutions (i.e., Arabic, Thai, Hebrew, and Indic scripts).
TIP: The Script Encoding Initiative can recommend a font designer familiar with Unicode and the latest tools (i.e., FontLab).
TIP: Using the Mac for font development is especially useful for complex scripts, since tools are freely available that allow for font to be created without waiting for updates for the rendering engine.
For information on creating a font, see the webpage “Designing and producing fonts for N’Ko” by Michael Everson.
 (This page was created as part of a UNESCO-funded project. While it is aimed at N’Ko font developers, it is also intended to help other minority language communities who are creating fonts.)
Step 4: For new complex scripts, upgrades to the rendering engine are needed in order to properly draw the glyphs. Early contact with companies (Microsoft and Adobe), the Linux community, and SIL is advised.
If you are working with a new complex script (i.e., scripts which have bidirectional issues, complex ligatures, or context-based glyph substitutions), updates are needed to the rendering engine in order for the font to work properly. The development of rendering engine updates can be a lengthy process, so it is important to contact the various companies (such as Microsoft and Adobe) and the Linux and SIL communities early. Apple may not require such upgrades, but it is very important to test out any font thoroughly and notify the Apple team of any problems. The Script Encoding Initiative can assist in locating the proper person to contact in the various organizations.

Note: Updates to Microsoft’s Uniscribe rendering engine won’t be made until after the script/characters have been approved by the standards committees. Microsoft also prioritizes which scripts are included in future releases of its rendering engine. Gaining the support of a script’s host government (i.e., the government of Guinea for the N’Ko script) may help.  Providing a test font and font data would also be very helpful to Microsoft in updating their rendering engine.
TIP: Because upgrades to the rendering engine do take time and user communities may want to begin testing their fonts earlier, it is recommended using the Graphite rendering engine by SIL. Graphite is freely available, and it runs on top of Windows. Graphite can be downloaded from the SIL website.

Step 5: Create a Keyboard
There are a number of keyboard creation programs that are available, including: Keyman (for Windows), Microsoft Keyboard Layout Creator, Ukelele (for the Mac), and Keyboard Mapping for Linux.

TIP: Make the keyboard layout practical and have the user community test it out.
TIP: Make the keyboard layout freely available on, for example, Tavultesoft’s website.

Conclusion
I have outlined in this talk the various steps involved in getting languages represented on the computer, from the Unicode representation to creating fonts and keyboards. The full process may be laborious and time-consuming, particularly if characters need to be proposed to the standards bodies, but the payoff is significant: the language will be accessible on computers and will survive through time.
� Code chart page for scripts: � HYPERLINK "http://www.unicode.org/charts/" ��http://www.unicode.org/charts/�; code charts for symbols and punctuation: � HYPERLINK "http://www.unicode.org/charts/symbols.html" ��http://www.unicode.org/charts/symbols.html�; proposed character pipeline page: http://www.unicode.org/alloc/Pipeline.html


� PDFs of  chapters from The Unicode Standard are available on the Unicode website, accessed from: � HYPERLINK "http://www.unicode.org/standard/standard.html. When the book for Unicode 5.0" ��http://www.unicode.org/standard/standard.html. When the book for Unicode 5.0� is released, it will appear in book form first and then, after a delay, on the website. 


� http://www.unicode.org/notes/tn19/


� Unicode questions should be sent via the online reporting form,  � HYPERLINK "http://www.unicode.org/reporting.html" ��http://www.unicode.org/reporting.html�,, or, for the Script Encoding Initiative, to: dwanders@berkeley.edu.


� http://www.unicode.org/versions/beta.html


� http://www.unicode.org/notes/tn19/


� Queries may be sent via the online comment form, � HYPERLINK "http://www.unicode.org/reporting.html" ��http://www.unicode.org/reporting.html�, or to the public email list (see directions on how to subscribe at: http://www.unicode.org/consortium/distlist.html). To check the “pipeline” of characters in line for approval, see http://www.unicode.org/alloc/Pipeline.html.


� http://www.unicode.org/cldr/


� http://www.unicode.org/cldr/filing_bug_reports.html


� http://www.unicode.org/alloc/Pipeline.html.


� http://evertype.com/fonts/nko/


� http://scripts.sil.org/RenderingGraphite


� Keyman: � HYPERLINK "http://www.tavultesoft.com/keyman/" ��http://www.tavultesoft.com/keyman/�, MKLC: � HYPERLINK "http://www.microsoft.com/globaldev/tools/msklc.mspx" ��http://www.microsoft.com/globaldev/tools/msklc.mspx�, Ukelele: � HYPERLINK "http://scripts.sil.org/ukelele" �http://scripts.sil.org/ukelele�, Keyboard Mapping for Linux: http://kmfl.sourceforge.net/






